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Abstract—Aggressive research on gigabit-per-second networks fully capable of driving the new generation of links (OC-48c
has led to dramatic improvements in network transmission at 2.4 Gb/s).
speeds. One result of these improvements has been to put A multigigabit router (a router capable of moving data

pressure on router technology to keep pace. This paper describes - . .
a router, nearly completed, which is more than fast enough to at several gigabits per second or faster) needs to achieve

keep up with the latest transmission technologies. The router three goals. First, it needs to have enough internal bandwidth
has a backplane speed of 50 Gb/s and can forward tens ofto move packets between its interfaces at multigigabit rates.

millions of packets per second. Second, it needs enough packet processing power to forward
Index Terms—Data communications, internetworking, packet Several million packets per second (MPPS). A good rule
switching, routing. of thumb, based on the Internet's average packet size of

approximately 1000 b, is that for every gigabit per second
of bandwidth, a router needs 1 MPPS of forwarding potver.
Third, the router needs to conform to a set of protocol
RANSMISSION link bandwidths keep improving, atstandards. For Internet protocol version 4 (IPv4), this set of
a seemingly inexorable rate, as the result of researgtandards is summarized in the Internet router requirements
in transmission technology [26]. Simultaneously, expandirg]. Our router achieves all three goals (but for one minor
network usage is creating an ever-increasing demand that Gafiance from the IPv4 router requirements, discussed below).
only be served by these higher bandwidth links. (In 1996 This paper presents our multigigabit router, called the MGR,
and 1997, Internet service providers generally reported th@hich is nearly completed. This router achieves up to 32
the number of customers was at least doubling annually apbpPs forwarding rates with 50 Gb/s of full-duplex backplane
that per-customer bandwidth usage was also growing, in sogpacity? About a quarter of the backplane capacity is lost
cases by 15% per month.) to overhead traffic, so the packet rate and effective bandwidth
Unfortunately, transmission links alone do not make gre balanced. Both rate and bandwidth are roughly two to ten
network. To achieve an overall improvement in networkinfimes faster than the high-performance routers available today.
performance, other components such as host adapters, operat-
ing systems, switches, multiplexors, and routers also need to
get faster. Routers have often been seen as one of the lagging
technologies. The goal of the work described here is to showA router is a deceptively simple piece of equipment. At

that routers can keep pace with the other technologies and @gimum, it is a collection of network interfaces, some sort of
bus or connection fabric connecting those interfaces, and some

software or logic that determines how to route packets among
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Fig. 1. MGR outline.
A. Design Summary route from the central table is many times (as much as 1000

A simplified outline of the MGR design is shown in Fig. 1fimes) more expensive than actually processing the packet

which illustrates the data processing path for a stream [pgader. So the solution is to push the routing tables down
packets entering from the line card on the left and exitingto €ach forwarding engine. Since the forwarding engines
from the line card on the right. only require a summary of the data in the route (in particular,
The MGR consists of multiple line cards (each supportindext hop information), their copies of the routing table, called
one or more network interfaces) and forwarding engine cardgtwarding tables can be very small (as little as 100 kB for
all plugged into a high-speed switch. When a packet arriv@gout 50k routes [6]).
at a line card, its header is removed and passed through th&econd, the design uses a switched backplane. Until very
switch to a forwarding engine. (The remainder of the packegcently, the standard router used a shared bus rather than
remains on the inbound line card). The forwarding engirfe switched backplane. However, to go fast, one really needs
reads the header to determine how to forward the packet ghé parallelism of a switch. Our particular switch was custom
then updates the header and sends the updated headerdassibned to meet the needs of an Internet protocol (IP) router.
its forwarding instructions back to the inbound line card. The Third, the design places forwarding engines on boards
inbound line card integrates the new header with the restdibtinct from line cards. Historically, forwarding processors
the packet and sends the entire packet to the outbound live/e been placed on the line cards. We chose to separate them
card for transmission. for several reasons. One reason was expediency; we were not
Not shown in Fig. 1 but an important piece of the MGRsure if we had enough board real estate to fit both forwarding
is a control processor, called the network processor, theigine functionality and line card functions on the target
provides basic management functions such as link up/doward size. Another set of reasons involves flexibility. There
management and generation of forwarding engine routiage well-known industry cases of router designers crippling

tables for the router. their routers by putting too weak a processor on the line
card, and effectively throttling the line card’'s interfaces to
B. Major Innovations the processor’s speed. Rather than risk this mistake, we built

There are five novel elements of this design. This sectidhe fastest forwarding engine we could and allowed as many
briefly presents the innovations. More detailed discussiod8! few) interfaces as is appropriate to share the use of the
when needed, can be found in the sections following. forwarding engine. This decision had the additional benefit of

First, each forwarding engine has a complete set of theaking support for virtual private networks very simple—we
routing tables. Historically, routers have kept a central mastean dedicate a forwarding engine to each virtual network and
routing table and the satellite processors each keep onlyenrsure that packets never cross (and risk confusion) in the
modest cache of recently used routes. If a route was not ifdaswarding path.
satellite processor’s cache, it would request the relevant routéPlacing forwarding engines on separate cards led to a fourth
from the central table. At high speeds, the central table camovation. Because the forwarding engines are separate from
easily become a bottleneck because the cost of retrievingha line cards, they may receive packets from line cards that
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use different link layers. At the same time, correct IP fora pair of integer instructions plus a pair of floating point
warding requires some information from the link-layer packétstructions, in each quad.
header (largely used for consistency checking). However, forThe 21164 has three internal caches, plus support for an
fast forwarding, one would prefer that the forwarding enginescternal cache. The instruction and data caches (Icache and
not have to have code to recognize, parse, and load a divergigache) are the first-level caches and are 8 kB each in size.
of different link-layer headers (each of which may have &he size of the Icache is important because we want to run
different length). Our solution was to require all line cards tthe processor at the maximum instruction rate and require that
support the ability to translate their local link-layer headers tl code fits into the Icache. Since Alpha instructions are 32-b
and from an abstract link-layer header format, which containéhg, this means that the Icache can store 2048 instructions,
the information required for IP forwarding. more than enough to do key routing functions. If there are
The fifth innovation was to include quality of service (QoSho errors in branch prediction, there will be no bubbles
processing in the router. We wanted to demonstrate that it wi@sterruptions in processing) when using instructions from
possible to build a cutting edge router that included line-spe#tk Icache. Our software effectively ignores the Dcache and
QoS. We chose to split the QoS function. The forwardinglways assumes that the first load of a 32-B cache line misses.
engine simply classifies packets, by assigning a packet to ahere is a 96-kB on-chip secondary cache (Scache) which
flow, based on the information in the packet header. The actgaches both code and data. Loads from the Scache take a
scheduling of the packet is done by the outbound line card,amnimum of eight cycles to complete, depending on the state
a specialized processor called the QoS processor. of the memory management hardware in the processor. We use
the Scache as a cache of recent routes. Since each route entry
takes 64 b, we have a maximum cache size of approximately
Ill. THE FORWARDING ENGINES 12000 routes. Studies of locality in packet streams at routers

The forwarding engines are responsible for deciding whefd99est that a c::che of this size should yield a hit rate well
to forward each packet. When a line card receives a ndil €xcess of 95% [11], [13], [15]. Our own tests with a
packet, it sends the packet header to a forwarding engine. THYfiC trace from FIX West (a major interexchange point in

forwarding engine then determines how the packet should ¢ Internet) suggest a 12000-entry cache will have a hit rate
routed. in excess of 95%.

The development of our forwarding engine design was The tertiary cache (Bcache) is an external memory of several
influenced by the Bell Laboratories router [2], which, althougf'€gabytes managed by the processor. Loads from the Beache

it has a different architecture, had to solve similar problem<an take a long time. While the Bcache uses 21-ns memory,
the total time to load a 32-B cache line is 44 ns. There is

) o also a system bus, but it is far too slow for this application

A. A Brief Description of the Alpha 21164 Processor and shares a single 128-b data path with the Bcache, so we

At the heart of each forwarding engine is a 415-MHz Digitallesigned the forwarding engine’s memory system to bypass
Equipment Corporation Alpha 21164 processor. Since mutite system bus interface.
of the forwarding engine board is built around the Alpha, this A complete forwarding table is kept in the Bcache. In our
section summarizes key features of the Alpha. The focus design the Bcache is 16 MB, divided into two 8-MB banks.
this section is on features that impact how the Alpha functio#d any time, one bank is acting as the Bcache and the other
in the forwarding engine. A more detailed description of thkank is being updated by the network processor via a personal
21164 and the Alpha architecture in general can be founddamputer interface (PCI) bus. When the forwarding table is
[1] and [31]. updated, the network processor instructs the Alpha to change

The Alpha 21164 is a 64-b 32-register super-scalar reduceemory banks and invalidate its internal caches.
instruction set computer (RISC) processor. There are twoThe divided Bcache highlights that we are taking an unusual
integer logic units, called EO and E1, and two floating poimpproach—using a generic processor as an embedded proces-
units, called FA and FM. The four logic units are distinctsor. Readers may wonder why we did not choose an embedded
While most integer instructions (including loads) can be don@ocessor. The reason is that, even with the inconvenience of
in either EO or E1, a few important operations, most notabtile Bcache, the Alpha is a very good match for this task. As
byte extractions, shift operations, and stores, can only be ddhe section on software illustrates below, forwarding an IP
in EO. Floating point operations are more restricted, with aflatagram is a small process of reading a header, processing
but one instruction limited to either FA or FM. In each cycléhe header, looking up a route, and writing out the header
the Alpha attempts to schedule one instruction to each logitus routing information. The Alpha has four properties that
unit. For integer register-to-register operations, results amake it a good fit: 1) very high clock speed, so forwarding
almost always available in the next instruction cycle. Floatingpde is executed quickly; 2) a large instruction cache, so the
results typically take several cycles. The Alpha process@sstructions can be done at peak rate; 3) a very large on-chip
instructions in groups of four instructions (hereafter calledache (the Scache), so that the routing lookup will probably
qguads). All four instructions in a quad must successfully isstmt in the on-chip route cache (avoiding accesses to slow
before any instructions in the next quad are issued. In practegernal memory); and 4) sufficient control on read and write
this means that the programmer’s goal is to place either twequencing and buffer management to ensure that we could
pairs of integer instructions that can issue concurrently, oranage how data flowed through the chip.
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Fig. 2. Basic architecture of forwarding engine.
B. Forwarding Engine Hardware Operation it does not know, it is supposed to send an ARP message

ao§ hold the datagram until it gets an ARP reply with the
cessary Ethernet address. In the pipelined MGR architecture
at approach does not work—we have no convenient place
the forwarding engine to store datagrams awaiting an ARP

Once headers reach the forwarding engine, they are pla
in a request first-in first-out (FIFO) queue for processing o)
the Alpha. The Alpha is running a loop which simply read
from the front of the FIFO, examines the header to determi :
how to route the packet, and then makes one or more wri ly. Rather, we follow a} two-part str{:\tegy. First, at a low

requency, the router ARP’s for all possible addresses on each

to inform the inbound and outbound line cards how to handle . .
the packet. interface to collect link-layer addresses for the forwarding

. .. - t?bles. Second, datagrams for which the destination link-layer

Conceptually, this process is illustrated in Fig. 2. A packe : .
address is unknown are passed to the network processor, which

header has reached the front of the request FIFO. The heagler )
includes the first 24 or 56 B of th ket ol N 8-B aenet; oes the ARP and, once it gets the ARP reply, forwards the
nciudes the firs 0 of the packet plus an o-b gene atagram and incorporates the link-layer address into future
link-layer header and a packet identifier which identifies bo rwarding tables
the packet and the interface it is buffered on. The Alpha '
software is expected to read at least the first 32 B of tl® Forwarding Engine Software

packet header. When the packet is read, the packet identifie

is copied into a holding buffer. When the Alpha writes out thSode of which 85 instructions are executed in the common
updated header, the packet identifier is taken from the holdiggse’ These instructions execute in no less than 42 Gcles

buffer and combined with the data from the Alpha to determing,: .+ 1ransiates to a peak forwarding speed of 9.8 MPPS per
where the updated header and packet are sent. forwarding engines. This section sketches the structure of the
The Alpha software is free to read and write more than 34,4e and then discusses some of the properties of this code.
B of th(_a packet head(_ar (if p_resent)_ and can, if it chooses, readrpe fast path through the code can be roughly divided up
and write the packet identifier registers as well. The softwajg three stages, each of which is about 20-30 instructions
must read and write this information if it is reading and writinq10_15 cycles) long. The first stage: 1) does basic error
packet headers in anything but FIFO order. The motivation fehecking to confirm that the header is indeed from an IPv4
the holding buffer is to minimize the amount of data that Mugfatagram; 2) confirms that the packet and header lengths are
go through the Alpha. By allowing software to avoid readingsgsonable; 3) confirms that the IPv4 header has no options;
the packet ID, we minimize the load on the Alpha’s memory) computes the hash offset into the route cache and loads
interface. the route; and 5) starts loading the next header. These five
When the software writes out the updated header, it indicatg@&ivities are done in parallel in intertwined instructions.
which outbound interface to send the packet to by writing During the second stage, it checks to see if the cached route
to one of 241 addresses. (240 addresses for each of Mtches the destination of the datagram. If not, the code jumps
possible interfaces on 15 line cards plus one address indicatiogan extended lookup which examines the routing table in
that the packet should be discarded.) The hardware actualg Bcache. Then the code checks the IP time-to-live (TTL)
implements these FIFO’s as a single buffer and grabs tfield and computes the updated TTL and IP checksum, and
dispatching information from a portion of the FIFO addressdetermines if the datagram is for the router itself. The TTL
In addition to the dispatching information in the addressnd checksum are the only header fields that normally change
lines, the updated header contains some key routing infornzanrd they must not be changed if the datagram is destined for
tion. In particular it contains the outbound link-layer addredbe router.
and a flow identifier, which is used by the outbound line card In the third stage the updated TTL and checksum are
to schedule when the packet is actually transmitted. put in the IP header. The necessary routing information is
A side comment about the link-layer address is in ordegxtracted from the forwarding table entry and the updated IP
Many networks have dynamic schemes for mapping IP adeader is written out along with link-layer information from
dresses to link-layer addresses. A good example is the addi@ss forwarding table. The routing information includes the
resolution protocol (ARP), used for Ethernet [28]. If a router 3The instructions can take somewhat longer, depending on the pattern of
gets a datagram to an IP address whose Ethernet addpeskets received and the resulting branch predictions.

The forwarding engine software is a few hundred lines of
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flow classifier. Currently we simply associate classifiers with TABLE |
destination prefixes, but one nice feature of the route-lookup DISTRIBUTION OF INSTRUCTIONS N FAST PATH
algorithm that we use [34] is that it scales as the log of thernstructions Count | Percentage | EO/EL/FP
key size, so incorporating additional information like the IP ana, bic, bis, ornot, xor | 24 28 EO/E1
type-of-service field into the lookup key typically has only a ext=*, ins*, s11, srl, zap | 23 27 EO
modest effect on performance. add*, sub*, s*add 8 9 EO/E1
This code performs all the steps required by the Internefranches 8 9 El
router requirements [3] except one—it does not check the IF.4* 6 7 EO/EL
header checksum, but simply updates it. The update algorith@3dt. cmet*, femov+ 6 7 FA
is safe [4], [18], [29]. If the checksum is bad, it will remain S 4 5 EO
bad after the update. The reason for not checking the headdf® 4 f I;l:’;
checksum is that, in the best code we have been able t&- 1 . o

write, computing it would require 17 instructions and, due
to consumer—producer relationships, those instructions would

have to be spread over a minimum of 14 cycles. Assuming we  dent on the source address and the inbound link as well
can successfully interleave the 17 instructions among other as the multicast destination. Furthermore, the processor
instructions in the path, at minimum they still increase the may have to write out multiple copies of the header to
time to perform the forwarding code by nine cycles or about  dispatch copies of the datagram to different line cards.
21%. This is a large penalty to pay to check for a rare error  All of this work is done in separate multicasting code in
that can be caught end-to-end. Indeed, for this reason, IPv6 the processor. Multicast routes are stored in a separate

does not include a header checksum [8]. multicast forwarding table. The code checks to see if the
Certain datagrams are not handled in the fast path code. destination is a multicast destination and, if so, looks for
These datagrams can be divided into five categories. a multicast route. If this fails, it retrieves or builds a route

1) Headers whose destination misses in the route cache. from its forwarding table.
This is the most common case. In this case the pro-Observe that we have applied a broad logic to handling
cessor searches the forwarding table in the Bcache fuzaders. Types of datagrams that appear frequently (fast path,
the correct route, sends the datagram to the interfadestinations that miss in the route cache, common errors,
indicated in the routing entry, and generates a version wiulticast datagrams) are handled in the Alpha. Those that are
the route for the route cache. The routing table uses trare (IP with options, MTU size issues, uncommon errors) are
binary hash scheme developed by Waldvogel, Varghegeished off to the network processor rather than using valuable
Turner, and Plattner [34]. (We also hope to experimeitache instruction space to handle them. If the balance of traffic
with the algorithm described in [6] developed at Luleghanges (say to more datagrams with options), the balance of
University.) Since the forwarding table contains preficode between the forwarding engine and network processor
routes and the route cache is a cache of routes fan be adapted.
particular destinations, the processor has to convert theNe have the flexibility to rebalance code because the
forwarding table entry into an appropriate destinatiorforwarding engine’s peak forwarding rate of 9.8 MPPS is faster
specific cache entry. than the switch’'s maximum rate of 6.48 million headers per
2) Headers with errorsGenerally, the forwarding engine second.
will instruct the inbound line card to discard the errored Before concluding the discussion of the forwarding engine
datagram. In some cases the forwarding engine widbde, we would like to briefly discuss the actual instructions
generate an internet control message protocol (ICMB3}ed, for two reasons. First, while there has been occasional
message. Templates of some common ICMP messagesgculation about what mix of instructions is appropriate
such as the TimeExceeded message are kept in fbe handing IP datagrams, so far as we know, no one has
Alpha’s Bcache and these can be combined with tlever published a distribution of instructions for a particular
IP header to generate a valid ICMP message. processor. Second, there has been occasional speculation about
3) Headers with IP optionsMost headers with options how well RISC processors would handle IP datagrams.
are sent to the network processor for handling, simply Table | shows the instruction distribution for the fast path
because option parsing is slow and expensive. Howevarstructions. Instructions are grouped according to type (us-
should an IP option become widely used, the forwardirigg the type classifications in the 21164 manual) and listed
code could be modified to handle the option in a specialith the count, percentage of total instructions, and whether
piece of code outside the fast path. instructions are done in integer units EO and E1 or both, or
4) Datagrams that must be fragmentdRiather than requir- the floating point units FA and FM.
ing line cards to support fragmentation logic, we do Probably the most interesting observation from the table is
fragmentation on the network processor. Now that Ithat 27% of the instructions are bit, byte, or word manipulation
maximum transmission unit (MTU) discovery [22] isinstructions likezap. The frequency of these instructions
prevalent, fragmentation should be rare. largely reflects the fact they are used to extract various 8-, 16-,
5) Multicast datagramsMulticast datagrams require spe-and 32-b fields from 64-b registers holding the IP and link-
cial routing, since the routing of the datagram is depetayer headers (thext commands) and to zero byte-wide fields
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Fig. 3. Abstract link layer headers. (a) Inbound. (b) Outbound.

(zap) in preparation for inserting updated information intservice provider's (ISP’s) backbone, the environment that the
those registers. Oddly enough, these manipulation instructicdd&R was designed for, IPv4 is constantly evolving in subtle
are some of the few instructions that can only be done wmays that require programmability.
the logic unit EO, which means that some care must be taken b) How effective is a route cachehe MGR uses
in the code to avoid instruction contention for EO. (This i@ cache of recently seen destinations. As the Internet's
another reason to avoid checking the header checksum. Mgekbones become increasingly heavily used and carry traffic
of the instructions involved in computing the header checksu®h & greater number of parallel conversations, is such a cache
are instructions to extract 16-b fields, so checking the headi&gly to continue to be useful?
checksum would have further increased the contention for E0.)IN the MGR, a cache hit in the processor’s on-chip cache
One might suspect that testing bits in the header isisat least a factor of five less expensive than a full route
large part of the cost of forwarding, given that bit operatiod§0kup in off-chip memory, so a cache is valuable provided
represent 28% of the code. In truth, only two instructiori achieves at least a modest hit rate. Even with an increasing
(bothxors ) represent bit tests on the headdnis. is used to Number of conversations, it appears that packet trains [15]
assemble header fields, and most of the remaining instructiH¥ continue to ensure that there is a strong chance that two
are used to update the header checksum and compute a Sg4fgrams arriving close together will be headed for the same
into the route cache. destination. A modest hit rate seems assured and, thus, we
The floating point operations, while they account for 120g€liéve that using a cache makes sense.
of the instructions, actually have no impact on performance.Nonetheless, we believe that the days of caches are
They are used to count simple network management protoByimPered because of the development of new lookup

(SNMP) management information base (MIB) values and orithms—in particular the .binary hash scheme [34]. The
interleaved with integer instructions so they can execute pary hash scheme takes a fixed number of memory accesses

one cycle. The presence of fofmop instructions reflects etermined b.y fche a}ddress Ieng'Fh, not by. the ngmper of keys.
As a result, it is fairly easy to inexpensively pipeline route

the need to pad a group of two integer instructions and o S . : X o
floating point instruction so the Alpha can process the fo%okups using the binary hash algorithm. The pipeline could

. . . e placed alongside the inbound FIFO such that a header
instructions in one cycle.

. . . . . rriv he pr r with inter to its r .In h an
Finally, observe that there is a minimum of instructions tg ed at the processor with a pointer (o its route. In such a

hi h I .
load and store data. There are four loalis*) to load the drehitecture no cache would be needed
header, one load to load the cached forwarding table entry,
and one load to access the MTU table. Then there are fdr Abstract Link Layer Header

stores ¢tq ) to store the updated header and an instruction t0 aq noted earlier, one innovation for keeping the forwarding
create a write memory barriew(nl and ensure that writes angine and its code simple is the abstract link-layer header,
are sequenced. _ _ _ which summarizes link-layer information for the forwarding
1) Issues in Forwarding Engine Designto close the pre- engine and line cards. Fig. 3 shows the abstract link-layer
sentation of the forwarding engine, we address two frequenfigader formats for inbound (line card to forwarding engine)
asked questions about forwarding engine design in general g outbound (forwarding engine to line card) headers. The
the MGR’s forwarding engine in particular. different formats reflect the different needs of reception and
a) Why not use an ASIC?The MGR forwarding engine transmission.
uses a processor to make forwarding decisions. Many peoplerhe inbound abstract header contains information that the
often observe that the IPv4 specification is very stable and gskwarding engine code needs to confirm the validity of the IP
if it would be more cost effective to implement the forwartheader and the route chosen for that header. For instance, the
engine in an application specific integrated circuit (ASIC). link-layer length is checked for consistency against the length
The answer to this issue depends on where the router mightthe IP header. The link-layer identifier, source card, and
be deployed. In a corporate local-area network (LAN) it turnsource port are used to determine if an ICMP redirect must
out that IPv4 is indeed a fairly static protocol and an ASIChe sent. (ICMP redirects are sent when a datagram goes in
based forwarding engine is appropriate. But in an internahd out of the same interface. The link-layer identifier is used
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in cases where multiple virtual interfaces may coexist on oa&d one output status pin, all clocked at 25.92 MHz. Because
physical interface port, in which case a datagram may go @f the large number of pins and packaging constraints, the
and out of the same physical interface, but different virtualwitch is implemented as five identical data path cards plus
interfaces, without causing a redirect.) one allocator card.

The outbound abstract header contains directions to the linéA single switch transfer cycle, called aepoch takes
cards about how datagram transmission is to be handled. T ticks of the data clock (eight ticks of the allocation
important new fields are the multicast count, which indicatesock). During an epoch, up to 15 simultaneous data transfers
how many copies of the packet the inbound line card needstédke place. Each transfer consists of 1024 bits of data plus
make, and the destination tag, which tells the outbound liig6 auxiliary bits of parity, control, and ancillary bits. The
card what destination address to put on the packet, what liaggregate data bandwidth is 49.77 Gb/s (58.32 Gb/s including
to send the packet out, and what flow to assign the packet ttoe auxiliary bits). The per-card data bandwidth is 3.32 Gb/s
For multicast packets, the destination tag tells the outbou(fdll duplex, not including auxiliary bits).

line card what set of interfaces to send the packet*out. The 1024 bits of data are divided up into two transfer units,
each 64 B long. The motivation for sending two distinct units
IV. THE SWITCHED BuUS in one epoch was that the desirable transfer unit was 64 B

. enough for a packet header plus some overhead information),
Most routers today use a conventional shared bus. The . .
. . ut developing an field programmable gate array (FPGA)-
MGR instead uses a 15-port switch to move data betwegn : .
ased allocator that could choose a connection pattern in eight

witch cycles was difficult. We chose, instead, to develop an
allocator that decides in 16 clock cycles and transfers two
units in one cycle.

function cards. The switch is a point-to-point switch (i.e., i
effectively looks like a crossbar, connecting one source wi
one destination).

The major limitation of a point-to-point switch is that

. : Both 64-B units are delivered to the same destination card.
it does not support the one-to-many transfers required for_ " . . i o

. . . . . unction cards are not required to fill both 64-B units; the
multicasting. We took a simple solution to this problem.

Multicast packets are copied multiple times, once to ea%econd one can be empty. When a function card has a 64-
e

outbound line card. The usual concern about making multi unit to transfer, it is expected to wait several epochs to
) 9 PS2e if another 64-B unit becomes available to fill the transfer.

copies is that it reduces effective switch throughput. FT not, the card eventually sends just one unit. Observe that

instance, if every packet, on average, is sent to two boards, when the card is heavily loaded, it is very likely that a second
effective switch bandwidth will be reduced by half. However, y ’ y lIkely

i ) ) . . B4-B unit will become available, so the algorithm has the
even without multicast support, this scheme is substantially : . X
sired property that as load increases, the switch becomes
better than a shared bgs.

The MGR switch is a variant of a now fairly common t emore efficient in its transfers.
y yp Scheduling of the switch is pipelined. It takes a minimum

of switch. It is an input-queued switch in which each inpuéf four epochs to schedule and complete a transfer. In the
keeps a separate FIFO and bids separately for each out[?ut ) i '
Keeping track of traffic for each output separately means t |rf¢,t epoch the source card signals that it has data to send to

) . . r} e destination card. In the second epoch the switch allocator
the switch does not suffer head-of-line blocking [20], and

has been shown by simulation [30] and more recentl rovl Fe}cides to schedule the transfer for the fourth epoch. In the
[21] that such a s}\;vitch can achieve 100% throu hyur; T;t?rélrd epoch the source and destination line cards are notified
kev desian choice in this stvle of switch is its %llgcaitiort]hat the transfer will take place and the data path cards are
y desig . Y . : told to configure themselves for the transfer (and for all other
algorithm—how one arbitrates among the various bids. The .
o - transfers in fourth epoch). In the fourth epoch the transfer

MGR arbitration seeks to maximize throughput at the expents{%q(es place

of predictable latency. (This tradeoff is the reverse of tha . . .
. . The messages in each epoch are scheduled via the allocation
made in many asynchronous transfer mode (ATM) switche

and is why we built our own switch, optimized for IP traffic.)ms[e.rface' A source requests to send to a destination carq by
setting a bit in a 15-b mask formed by the two request pins
. . over the eight clock cycles in an epotihe allocator tells
A. Switch Details L .
the source and destination cards who they will be connected
The switch has two pin interfaces to each function card. The with a 4-b number (0-14) formed from the first four bits
data interface consists of 75 input data pins and 75 output dalacked on the input and output status pins in each epoch.
pins, clocked at 51.84 MHz. The allocation interface consists The switch implements flow control. Destination cards can,
of two request pins, two inhibit pins, one input status piron a per-epoch basis, disable the ability of specific source cards
“4For some types of interfaces, such as ATM, this may require the outboulf Se”q to them. Destination cards 3'9”3' the_lr_W|II|ngness
line card to generate different link-layer headers for each line. For othet§, receive data from a source by setting a bit in the 15-b
such as Ethernet, all of the interfaces can share the same link-layer headgrhgsk formed by the two inhibit pins. Destinations are allowed
5The basic difference is that a multicast transfer on a shared bus woyld inhibit transfers from a source to protect against certain
monopolize the bus, even if only two outbound line cards were getting the . .
multicast. On the switch, those line cards not involved in the multicast c&@thological cases where packets from a single source could

concurrently make transfers among themselves while the multicast transactions

are going on. The fact that our switch copies multiple times makes it less®Supporting concurrent requests for multiple line cards plus randomly
effective than some other switch designs (e.g., [23]), but still much betteuffling the bids (see Section IV-B) ensures that even though the MGR
than a bus. uses an input-queued switch, it does not suffer head-of-line blocking.
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1 2 3 4 5 6 1 2 3 4 5 6 There is an elegant solution to the fairness
1 o+ 1161 1 problem—randomly shuffle the sources and destinations.
2| e e lo 2 The allocator has two 15-entry shuffle arrays. The source
A= P ) 3 array is a permutation of the values 1-15, and value of
— position s of the array indicates what row in the allocation

4| o 4 matrix should be filled with the bids from source The
5| B0 5 destination array is a similar permutation. Another way to
6| 1 11911l 6 think of this procedure is if one takes the original matrix

M, one generates a shuffled mati$d4 according to the

@ () following rule:
SM|z, y] = M[rowshuffle[z], colshuffle[y]]

and usesSM to do the allocatios.

The timing problem is more difficult. The trick is to observe
that parallel evaluation of multiple locations is possible. Con-
sider Fig. 4 again. Suppose we have just started a cycle and
examined position (1,1). On the next cycle, we can examine
both positions (2,1) and (1,2) because the two possible connec-
tions are not in conflict with each other—they can only conflict
Yith a decision to connect source 1 to itself. Similarly, on the
next cycle, we can examine (3,1), (2,2), and (1,3) because none
of them are in conflict with each other. Their only potential
consume the entire destination card’s buffer space, preventi@¥hflicts are with decisions already made about (1,1), (2,1),
other sources from transmitting data through the destinatigng (1,2). This technique is called wavefront allocation [16],

c)

Fig. 4. Simple and wavefront allocators. (a) Simple. (b) Wavefront. (
Group wavefront.

card’ [32] and is illustrated in the middle of Fig. 4. However, for a
15 x 15 matrix, wavefront allocation requires 29 steps, which
B. The Allocator is still too many. But one can refine the process by grouping

positions in the matrix and doing wavefront allocations across
e groups. The right side of Fig. 4 shows such a scheme using
x 2 groups, which halves the number of cycles. Processing

er groups reduces the time further. The MGR allocator
0%@3 3x 5 groups.

The allocator is the heart of the high-speed switch
the MGR. It takes all of the (pipelined) connection requests
from the function cards and the inhibiting requests fro
the destination cards and computes a configuration for e

epoch. I.t then informs the source and destination ca_lrds One feature that we added to the allocator was support
the configuration for each epoch. The hard problem with t 5 multiple priorities. In particular we wanted to give trans-

allocator is finding a way to examine 225 possible pairings atys from forwarding engines higher priority than data from

choose a'good conngction pattern from the possiblg 13 tri”'ﬂﬂe cards to avoicheader contentioron line cards. Header
(15 factorial) connection patterns within one epoch time (abogéntention occurs when packets queue up in the input line

300 ns)._ . : card waiting for their updated header and routing instructions
.A stra|ghtforward allocator algorithm 1S _shown on the le 'rom the forwarding engines. In a heavily loaded switch
side of Fig. 4'. The rgquests for con.nectlw_t)_/ are arranged Wlth fair allocation one can show that header contention will
a5 x .5 matrix of bits (where a 1 in positiom, y MeANS 4ccur because the forwarding engines’ requests must compete
there is a request_ from souree to conn_ect to destlnatlpn equally with data transfers from other function cards. The
v). The allocator simply scans the matrix, from left to rlghgolution to this problem is to give the forwarding engines

a_md top to bottpm, looking for connecthn request_s. Whef‘ iority as sources by skewing the random shuffling of the

finds a connection request that does not interfere with previ urces

connection requests already granted, it adds that connection to '

its list of connections for the epoch being scheduled. Thi_SSJ_O” C.R. Ben_nett has pointed out that this aII_ocator_dogs notalway_s e\_/enly
traightf d al ithm h " bl C1) it | |d|str|bute bandwidth across all sources. In particular, if bids for destinations

S ra'g Orwar_ algorithm has two problems: 1) it is clear ¥re very unevenly distributed, allocation will follow the unevenness of the
unfair—there is a preference for low-numbered sources akids. For instance, consider the bid pattern in the figure below:

2) for a 15 x 15 matrix, it requires serially evaluating 225

positions per epoch—that is one evaluation every 1.4 ns, too . } ? i’ % i g"
fast for an FPGA. 200 00 0 1
3 0 0 0 0 0 1

, ) ) ) o . 4 0 0 0 0 0 1
The most likely version of this scenario is a burst of packets that come in 5 0 0 0 0 0 1

a high-speed interface and go out a low-speed interface. If there are enough 6 0 000 0 1

packets, and the outbound line card’s scheduler does not discard packets until
they have aged for a while, the packets could sit in the outbound line cardlime card 1 has only a 1-in-36 chance of transferring to line card 6, while the
buffers for a long time. other line cards all have a 7-in-36 chance of transferring to line card 6.



PARTRIDGE et al: 50-Gb/s IP ROUTER 245

V. LINE CARD DESIGN representing the packet and creates a packet record pointing

A line card in the MGR can have up to 16 interfaces ol the linked list. If the packet is being multicast to multiple
it (all of the same type). However, the total bandwidth of allt€rfaces on the card, it will make multiple packet records,
interfaces on a single card should not exceed approximat@Re for each interface getting the packet.
2.5 Gbls. The difference between the 2.5- and 3.3-Gb/s switcH\[t€r the packet is assembled, its record is passed to a
rate is to provide enough switch bandwidth to transfer packite card’s QoS processor. If the packet is being multicast,
headers to and from the forwarding engines. The 2.5-GI98€ record is passed to each of the interfaces on which the
rate is sufficient to support one OC-48c (2.4-Gb/s) SONETulticast is being sent. The purpose of the QoS processor
interface, four OC-12¢ (622-Mb/s) SONET interfaces, or thrdg {0 implement flow control and integrated services in the
HIPPI (800-MbJs) interfaces on one card. It is also more th&Ruter- Recall that the forwarding engine classifies packets by
enough to support 16 100-Mb/s Ethernet or FDDI interfacedr€cting them to particular flows. It is the job of the QoS
We are currently building a line card with two OC-12¢ (622Processor to actually schedule each flow's packets.
Mb/s) SONET/ATM interfaces and expect to build additional 1N€ QOS processor is a very large instruction word (VLIW)
line cards. programmable state machine implemented in a 52-MHz
With the exception of handling header updates, the inboufdRCA 2C04A FPGA. (ORCA FPGA's can be programmed
and outbound packet processes are completely disjoint. THyuSe some of their real-estate as memory, making them
even have distinct memory pools. For simplicity, packetEry useful for implementing a special purpose processor).
going between interfaces on the same card must be IooJ&F QoS processor is event-driven and there are four possible

back through the switchinbound packet processing is rathere”t,S' The first event is the arrival of a packet. The processor
simple; outbound packet processing is much more comple£Xamines the packet’s record (for memory bandwidth reasons,
it does not have access the packet data itself) and based

on the packet’'s length, destination, and the flow identifier
provided by the forwarding engine, places the packet in the
As a packet arrives at an inbound line card, it is assignedappropriate position in a queue. In certain situations, such as
packet identifier and its data is broken up (as the data arriveghgestion, the processor may choose to discard the packet
into a chain of 64-B pages, in preparation for transfer throughther than to schedule it. The second event occurs when the
the switch. The first page, which includes the summary afansmission interface is ready for another packet to send. The
the packet’s link-layer header, is then sent to the forwardingansmission interface sends an event to the scheduler, which in
engine to get routing information. When the updated pageérn delivers to the transmission interface the next few packets
is returned, it replaces the old first page and its routing transmit. (In an ATM interface each virtual channel (VC)
information is used to queue the entire packet for transfer $eparately signals its need for more packets.) The third event
the appropriate destination card. occurs when the network processor informs the scheduler
This simple process is complicated in two situations. Firssf changes in the allocation of bandwidth among users. The
when packets are multicast, copies may have to be sent to migngérth event is a timer event, needed for certain scheduling
than one destination card. In this case the forwarding engiakgorithms. The processor can also initiate messages to the
will send back multiple updated first pages for a single packeietwork processor. Some packet handling algorithms such as
As a result, the inbound packet buffer management must kaepdom early detection (RED) [12] require the scheduler to
reference counts and be able to queue pages concurrentlyrfotify the network processor when a packet is discarded.
multiple destinations. Any link-layer-based scheduling (such as that required by
The second complicating situation occurs when the inte&TM) is done separately by a link-layer scheduler after the
faces use ATM. First, ATM cells have a 48-B payload, whicpacket scheduler has passed the packet on for transmission.
is less than the 64-B page size, so the ATM segmentatibor example, our OC-12¢c ATM line cards support an ATM
and reassembly (SAR) process that handles incoming cejtheduler that can schedule up to 8000 ATM VC's per
includes a staging area where cells are converted to pagagerface, each with its own QoS parameters for constant bit
Second, there are certain situations where it may be desiraelee (CBR), variable bit rate (VBR), or unspecified bit rate
to permit an operations and maintenance cell to pass direqilyBR) service.
through the router from one ATM interface to another ATM
interface. To support this, the ATM interfaces are permitted to
put a 53-B full ATM cell in a page and ship the cell directly VI. THE NETWORK PROCESSOR

to an outbound interface. The network processor is a commercial PC motherboard
with a PCI interface. This motherboard uses a 21064 Alpha
processor clocked at 233 MHz. The Alpha processor was
When an outbound line card receives pages of a packgisen for ease of compatibility with the forwarding engines.
from the switch, it assembles those pages into a linked lishe motherboard is attached to a PCI bridge, which gives it
access to all function cards and also to a set of registers on
°If one allows looping in the card, there will be some place on the caithe switch allocator board.

that must run twice as fast as the switch (because it may receive data botl
from the switch and the inbound side of the card in the same cycle). That ishrhe processor runs the 1.1 NetBSD release of UNIX.

painful to implement at high speed. NetBSD is a freely available version of UNIX based on the

A. Inbound Packet Processing

B. Outbound Packet Processing
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4.4 Berkeley Software Distribution (BSD) release. The choiaghen debugging hardware, and estimates from simulation, we
of operating system was dictated by two requirements. Firsstimate that a 128-B datagram entering an otherwise idle
we needed access to the kernel source code to customimgter would experience a delay of between 7 ands8 A

the IP code and to provide specialized PCI drivers for tiekB datagram would take 0,9 longer. These delays assume
line and forwarding engine cards. Second, we needed a B8iat the header is processed in the forwarding engine, not the
UNIX platform because we wanted to speed the developmemtwork processor, and that the Alpha has handled at least a
process by porting existing free software such as gated [f6Jv datagrams previously (so that code is in the instruction
to the MGR whenever possible and almost all this software égache and branch predictions are correctly made).
implemented for BSD UNIX.

IX. RELATED WORK AND CONCLUSIONS

Many of the features of the MGR have been influenced
Routing information in the MGR is managed jointly by thehy prior work. The Bell Laboratories router [2] similarly
network processor and the forwarding engines. divided work between interfaces, which moved packets among
All routing protocols are implemented on the networkhemselves, and forwarding engines, which, based on the
processor, which is responsible for keeping complete routipgicket headers, directed how the packets should be moved.
information. From its routing information, the network proTantawy and Zitterbart [33] have examined parallel IP header
cessor builds a forwarding table for each forwarding engingrocessing. So too, several people have looked at ways to

These forwarding tables may be all the same, or there may dxapt switches to support IP traffic [24], [27].
different forwarding tables for different forwarding engines. Beyond the innovations outlined in Section 1I-B, we believe
One advantage of having the network processor build tigat the MGR makes two important contributions. The first
tables is that while the network processor needs compléiethe MGR’s emphasis on examining every datagram header.
routing information such as hop counts and whom each rou#ghile examining every header is widely agreed to be desirable
was learned from, the tables for the forwarding engines neffi security and robustness, many had thought that the cost of
simply indicate the next hop. As a result, the forwarding tables forwarding was too great to be feasible at high speed. The
for the forwarding engines are much smaller than the routingGR shows that examining every header is eminently feasible.
table maintained by the network processor. The MGR is also valuable because there had been con-
Periodically, the network processor downloads the negiderable worry that router technology was failing and that
forwarding tables into the forwarding engines. As noted eafe needed to get rid of routers. The MGR shows that router
lier, to avoid slowing down the forwarding engines durtechnology is not failing and routers can continue to serve as
ing this process, the forwarding table memory on the fog key component in high-speed networks.
warding engines is split into two banks. When the network
processor finishes downloading a new forwarding table, it
sends a message to the forwarding engine to switch memory ACKNOWLEDGMENT
_banks. As part.of this process, the Alpha must invalidate The authors would like to thank the many people who
its on-chip routing cache, which causes some performantg e contributed to or commented on the ideas in this paper,
penalty, but a far smaller penalty than having to Cont'nuousilléfcluding J. Mogul and others at Digital Equipment Corpora-
synchronize routing table updates with the network process. s western Research Lab, S. Pink, J. Touch, D. Ferguson,
sor. _ _ N, Chiappa, M. St. Johns, G. Minden, and members of the
One of the advantages of decoupling the processing |gtarnet End-To-End Research Group chaired by B. Braden.
routing updates from the actual updating of forwarding tablég,e anonymous ToN reviewers and the ToN Technical Editor,

is that bad behavior by routing protocols, such as roue parikar, also provided very valuable comments which
flaps, does not have to affect router throughput. The nem’qarhbstantially improved this paper.

processor can delay updating the forwarding tables on the
forwarding engines until the flapping has subsided.

VIl. M ANAGING ROUTING AND FORWARDING TABLES
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